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1 K-Means Clustering

We have N datapoints {x1, ...,xN} with each xi ∈ RD in D-dimensional Eu-
clidean space. Our goal is to partition these datapoints into K clusters (suppose
for now K is given).

To set up the optimization objective,

Optimization objective: Find a set of cluster vectors {µk}Kk=1 such
that the sum-of-squares of the distances of each datapoint to its closest
cluster vector µk for some k is a minimum.

As we will see shortly, we can think of the µk as representing the centres of
the clusters.

Define indicator variables rnk ∈ {0, 1} as

rnk =

{
1 if datapoint xn is assigned to cluster k

0 otherwise.
(1)

Then we can write down the error function that we want to minimize as

J =

N∑
n=1

K∑
k=1

rnk∥xn − µk∥2. (2)

Optimization objective: Find {rnk} and {µk} that minimize J .

The optimization process is as follows:

(i) (E Step) Choose some initial values for {µk}, minimize J wrt {rnk} while
keeping {µk} fixed.
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(ii) (M Step) Minimize J wrt {µk} while keeping {rnk} fixed.

(iii) Repeat until convergence.

This is an example of the expectation-maximization algorithm (EM algorithm).
It is an elegant and powerful method for finding maximum likelihood solutions
for models with latent variables.

Let’s look at each of the E (Expectation) step and M (Maximization) step
closely. At the E step, since J is linear in rnk, hence for any initial {µk} fixed,
we have

rnk =

{
1 if k = argminj ∥xn − µj∥2

0 otherwise
(3)

that minimizes J . I.e., we simply assign each data point xn to cluster k if µk is
the closest cluster vector to xn.

At the M step, we would like to minimize J as {µk} varies with {rnk}
obtained from previous step fixed. Taking derivatives of J wrt µk, we get

−2
N∑

n=1

rnk(xn − µk) = 0 (4)

=⇒ µk =

∑N
n=1 rnkxn∑N
n=1 rnk

. (5)

Since
∑N

n=1 rnk counts the number of datapoints assigned to cluster k, then
µk can be interpreted as the mean of all datapoints xn assigned to cluster k.
Therefore, this algorithm is called K-means algorithm.

Remark.

Since {rnk} are discrete and each iteration won’t lead to an increase in the
error function, then the process will converge in finite number of steps.

The K-means algorithm is summarized in Algorithm 1.
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Algorithm 1: K-means algorithm

Input : Initial prototype vectors µ1, . . . , µK

Data set x1, . . . ,xN

Output: Final prototype vectors µ1, . . . , µK

1 {rnk ← 0} //Initially set all assignments to zero

2 repeat

3 {r(old)nk } ← {rnk}
4 //Update assignments

5 for n ∈ {1, . . . , N} do
6 k ← argminj ∥xn − µj∥2
7 rnk ← 1
8 rnj ← 0, j ∈ {1, . . . ,K}, j ̸= k

9 //Update prototype vectors

10 for k ∈ {1, . . . ,K} do
11 µk ←

∑
n rnkxn/

∑
n rnk

12 until {rnk} = {r(old)nk }
13 return µ1, . . . , µK , {rnk}

2 Gaussian Mixture Model

The Gaussian mixture distribution can be written as a linear superposition of
Gaussians in the form

p(x) =

K∑
k=1

πkN (x|µk,Σk). (6)

For easier analysis of the Gaussian mixture model, let’s express this distri-
bution in explicit latent variables z.

Let’s introduce a K-dimensional binary random variable z having a 1-of-K
representation, i.e., its components satisfy zk ∈ {0, 1} and

∑
k zk = 1. There-

fore, we see that there are K possible states for the vector z according to which
element is non-zero.

The marginal distribution over z is specified in terms of the mixing coef-
ficients πk s.t.

p(zk = 1) = πk (7)

where {πk} satisfies 0 ≤ πk ≤ 1,
∑K

k=1 πk = 1. Since z uses a 1-of-K represen-
tation, we can also write this distribution as

p(z) =

K∏
k=1

πzk
k . (8)
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Similarly, we can write the conditional distribution of x given a particular
value for z as a Gaussian:

p(x|zk = 1) = N (x|µk,Σk), (9)

or equivalently

p(x|z) =
K∏

k=1

N (x|µk,Σk)
zk . (10)

The marginal distribution of x is then obtained by summing the joint distribu-
tion over all possible states of z:

p(x) =
∑
z

p(x, z) =
∑
z

p(z)p(x|z) =
K∑

k=1

πkN (x|µk,Σk). (11)

Therefore, we recover (6) in terms of latent variables z.

Note that from (11), we can see that for every observed data point xn, there
is a corresponding latent variable zn.

Another important quantity is the posterior distribution of z given x:

γ(zk) := p(zk = 1|x) = p(zk = 1)p(x|zk = 1)

p(x)

=
πkN (x|µk,Σk)∑K
j=1 πjN (x|µj ,Σj)

.
(12)

γ(zk) can also be viewed as the responsibility that component k takes for
“explaining” the observation x.

2.1 Maximum Likelihood

The situation we are considering is, suppose we have a dataset of observations
{x1, ...,xN} and we wish to model this data using a mixture of Gaussians. Let

X =

xT
1
...

xT
N

 . (13)

The log-likelihood function is

l(X;π,µ,Σ) =

N∑
n=1

log
( N∑
k=1

πkN (xn|µk,Σk)
)

(14)

where

N (xn|µk,Σk) =
1√

(2π)Ddet(Σk)
exp

[
− 1

2
(xn − µn)

TΣ−1
k (xn − µk)

]
. (15)
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2.1.1 Maximize the likelihood function wrt µk

∂l

∂µk
=

N∑
n=1

[ πkN (xn|µk,Σk)∑K
j=1 πjN (xn|µj ,Σj)︸ ︷︷ ︸

=γ(znk)

(
− 1

2

)
(−1)Σ−1

k (xk − µk)
]
= 0. (16)

We identified the fraction as responsibilities γ(znk) where znk = z(xn)k.

=⇒
N∑

n=1

γ(znk)Σ
−1
k (xn − µk) = 0

=⇒
N∑

n=1

γ(znk)(xn − µk) = 0 (multiplied Σk on the left of both sides)

=⇒ µk =
1

Nk

N∑
n=1

γ(znk)xn where Nk =

N∑
n=1

γ(znk) (17)

Remark.

• Nk can be interpreted as the effective number of points assigned to
cluster k.

• The mean µk for the kth Gaussian component is a weighted mean of all
the points in the dataset, in which the weighting factor for datapoint
xn is given by the posterior probability γ(znk) that component k was
responsible for generating xn.

2.1.2 Maximize the likelihood function wrt Σk

For A being a square, invertible, symmetric matrix, there are two useful results
(see Appendix for proofs):

• ∂
∂A (detA) = (detA)A−1

• ∂
∂A (xTA−1x) = −A−1xxTA−1
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Then

∂l

∂Σk
=

N∑
n=1

[ πkN (xn|µk,Σk)∑K
j=1 πjN (xn|µj ,Σj)

(
− 1

2
(detΣk)

−1 ∂(detΣk)

∂Σk

− 1

2
(−1)Σ−1

k (xn − µk)(xn − µk)
TΣ−1

k

)]
=

N∑
n=1

[
γ(znk)

(
− 1

2
Σ−1

k +
1

2
Σ−1

k (xn − µk)(xn − µk)
TΣ−1

k

)]
= 0.

(18)

Multiply by Σk on both the left and right sides above, we get

N∑
n=1

[
γ(znk)Σk − (xn − µk)(xn − µk)

T
]
= 0 (19)

=⇒ Σk =
1

Nk

N∑
n=1

γ(znk)(xn − µk)(xn − µk)
T. (20)

Remark.

This expression has the same form as the corresponding result for a single
Gaussian fitted to the dataset, but with each datapoint weighted by corre-
sponding posterior probability and denomenator given by effective number
of points associated with corresponding component.

2.1.3 Maximize the likelihood function wrt πk

Recall that {πk} has the constraints that
∑K

k=1 πk = 1. Putting this as the
Lagrangian multiplier, the Lagrangian is

L = l(X;π,µ,Σ) + λ
( K∑

k=1

πk − 1
)
, (21)

and the optimization target is

argmax
π
L. (22)
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Algorithm 2: EM algorithm for a Gaussian mixture model

Input : Initial model parameters {µk}, {Σk}, {πk}
Data set {x1, . . . ,xN}

Output: Final model parameters {µk}, {Σk}, {πk}
1 repeat
2 // E step

3 for n ∈ {1, . . . , N} do
4 for k ∈ {1, . . . ,K} do
5 γ(znk)← πkN (xn|µk,Σk)∑K

j=1 πjN (xn|µj ,Σj)

6 // M step

7 for k ∈ {1, . . . ,K} do
8 Nk ←

∑N
n=1 γ(znk)

9 µk ← 1
Nk

∑N
n=1 γ(znk)xn

10 Σk ← 1
Nk

∑N
n=1 γ(znk)(xn − µk)(xn − µk)

T

11 πk ← Nk

N

12 until convergence
13 return {µk}, {Σk}, {πk}

To maximize, differentiate L with respect to πk:

∂L
∂πk

=

N∑
n=1

[ N (xn|µk,Σk)∑K
j=1 πjN (xn|µj ,Σj)

]
+ λ = 0.

Multiply both sides by πk, we get responsibilities in the equation as:

N∑
n=1

γ(znk)︸ ︷︷ ︸
Nk

+πkλ = 0. (23)

Sum over k:
K∑

k=1

Nk + λ

K∑
k=1

πk︸ ︷︷ ︸
=1

= 0, (24)

=⇒ λ = −
K∑

k=1

Nk = −N.

Substitute the value of λ into (23), we get

πk =
Nk

N
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This is the average responsibility that component takes for explaining the
datapoints.

3 Mixtures of Bernoullis

We can also expand a discrete Bernoulli distribution as a mixture of Bernoulli
distributions:

p(x) =

K∑
k=1

πkBer(x;µk)

where x,µk ∈ RD, x ∈ {0, 1}D and

Ber(x;µk) =

D∏
j=1

µ
xnj

kj (1− µkj)
1−xnj .

For a data set D = {x1, ...,xN}, the log-likelihood is

l(D;µ,π) =
N∑

n=1

log
( K∑

k=1

πk

D∏
j=1

µ
xnj

kj (1− µkj)
1−xnj

)
.

Take derivatives wrt µkj and set it to zero:

∂l

∂µkj
=

N∑
n=1

[ πkBer(xn;µk)∑K
j=1 πjBer(xn;µj)︸ ︷︷ ︸

γ(znk)

(xnj

µkj
− 1− xnj

1− µkj

)]
= 0

=⇒ µkj =

∑N
n=1 γ(znk)xnj∑N

n=1 γ(znk)
=

1

Nk

N∑
n=1

γ(znk)xnj .

Similarly, the update for mixing coefficients is

πk =
Nk

N
.
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Example.

Consider a density model given by a mixture distribution:

p(x) =

K∑
k=1

πkp(x|k)

and suppose that we partition the vector x into two parts so that x =
(xa,xb). We can prove that the conditional density p(xb|xa) is itself a mix-
ture distribution, and we will derive expressions for the mixing coefficients
and for the component densities (Exercise 15.11 from [1]).

Proof. By Bayes’ theorem, we have

p(xb|xa) =
p(xa,xb)

p(xa)
=

p(x)

p(xa)
.

Express p(x) in terms of xa and xb:

p(x) =

K∑
k=1

πkp(xa,xb|k)

=

K∑
k=1

πkp(xb|xa, k)p(xa|k).

Also, we have

p(xa) =

K∑
k=1

p(xa|k)p(k) =
K∑

k=1

πkp(xa|k).

Therefore,

p(xb|xa) =

∑K
k=1 πkp(xb|xa, k)p(xa|k)∑K

r=1 πrp(xa|r)

=

K∑
k=1

( πkp(xa|k)∑K
r=1 πrp(xa|r)

)
︸ ︷︷ ︸

π̃k

p(xb|xa, k).

Hence, the mixing coefficient is π̃k = πkp(xa|k)/
∑K

r=1 πrp(xa|r) =

p(xa, k)/p(xa) = p(k|xa) as it satisfies
∑K

k=1 π̃k = 1, and the component
density is p(xb|xa, k).
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4 Appendix

For a symmetric Matrix A, the following two results hold:

(i)
∂(detA)

∂A
= (detA)A−1.

(ii)
∂(xTA−1x)

∂A
= −A−1xxTA−1.

Proof.

(i)

detA =
∑
i

(−1)i+jAijMij

So
∂(detA)

∂Apq
= (−1)p+qMpq = adj(A)pq = (detA)A−1

qp . (25)

(ii)

AijA
−1
jk = δik =⇒ ∂Aij

∂Apq︸ ︷︷ ︸
=δipδjq

A−1
jk +Aij

∂A−1
jk

∂Apq
= 0

Thus, we have

Aij

∂A−1
jk

∂Apq
= −δipA−1

qk

A−1
ri Aij︸ ︷︷ ︸
=δrj

∂A−1
jk

∂Apq
= −A−1

rp A
−1
qk

=⇒
∂A−1

jk

∂Apq
= −A−1

jp A
−1
qk .

Hence, for a symmetric matrix A,

∂(xTA−1x)

∂Apq
= xj

∂A−1
jk

∂Apq
xk = −xjA

−1
jp A

−1
qk xk = −A−1

pj xjxkA
−1
kq = −(A−1xxTA−1)pq
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