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1 Introduction

Boosting is an ensemble learning technique that improves the stability and ac-
curacy of machine learning models by combining simpler ones. The idea of
boosting is to take a “weak classifier”, i.e., any classifier that will do at least
slightly better than change, and use it to build a much better classifier, thereby
boosting the performance of the weak classifiers.

One of the most popular boosting algorithm is AdaBoost (Adaptive Boost-
ing). Its algorithm is as follows:

Algorithm 1: AdaBoost for binary classification with exponential loss

Initialization: wi—o(x,) = % forn=1,..,N;

fort=1,...,T do
Fit a weak classifier g;(x) to the training set using weights w;
Compute error ¢; = vazl wy (x)1(ge(x;) # yl)/zzlil wi(X;);
Compute a;y = 3 log 1;” :
Update weights: wy(x;) + wy(x;) exp (o I(g:(x:) # vi)) ;

end

Return f(x) = sign( Zthl oztgt(x))

2 Why does it work?

We define g(x) = >, o g¢(x) and rewrite the classifier as f(x) = sign(g(x)).
For a data set D = {(x;,y;) : ¢ = 1,...,N,y; € {—1,1}}, let’s assume the weak
classifier computes
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therefore the density function is

1

p(ylx) = m (3)

and the log-likelihood is
Uy, 9(x)) = —log(1 + ¢~299), (4)
Hence, AdaBoost can be viewed as optimizing the exponential loss:
Li(xi,y;) = e 490, (5)

however there can be also other forms of loss functions. This is equivalent as
maximizing the margin m(x) = yg(x).

Then the full learning objective function is

N
L= Z e Vi Sl aige(xi) (6)

i=1
which must be optimized with respect to the weights v and the parameters of
the weak classifiers. The optimization process is greedy and sequential: we add

one weak classifier at a time, choosing it and its a to be optimal with respect
to L, and then never change it again.

Consider the weak classifier g; to be added at step ¢t. The objective function
can be written to separate out the contribution of this classifier:

N t—1
L=Y exp[—yi Y a;9;(xi) — yiarg(xi)]
i=1 j=1

N 1 (7)
= Z exp [ —Yi Z ajgj(xi)] exp [ - yiatgt(xi)]'
i=1 j=1
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Since we are holding constant the first ¢ — 1 terms, then we can replace them

Z(t) =exp|—y 22;11 @;g;(x;)] (so that the weights

update in the form wgtﬂ) = wgt) exp(—y;atgi(x;)) ). We can further split L

into two summations, one for data correctly classified by g;, and another for

with a single constant w



those misclassified:

L= Z wz@ €xXp [ - yiatgt(xi)] + Z wz@ exXp [— yiatgt(xi)]

i:g¢ (Xi)=y; 0194 (Xi)#Ys
= Z wgt)efat + Z wl@eo‘t
i:g¢ (Xi)=yi i1t (Xi) #Yi (8)

= Zw?’e*m (1= HguCe) # 90) + 3wl Uoe(xs) # 2
- ) Ll Mait) )+ !

Consequently, the optimal function for AdaBoost is

g = argmmzw (gi(x:) # vi)- (9)

b=t
The optimal value for «a; can be derived by taking the gradient:
aiL — at( [e % + e—at) Zw )H gt(xz) # yz —Q Zw(t) =0. (10)
5'ozt

Define the error ¢; to be

_ X w g (x:) # y:)
€t = N (t) ’ (11)
D i1 W
then divide both sides of (10) by >, wgt), we have
0 = (6at + Biat)ét — Biat
1, 1—¢ (12)
oy = — In .
2 €

3 Early stopping

One of the problems associated with AdaBoost is that, it is possible to overfit
by adding too many classifiers. The usual solution is a precedure called early

stopping.

The idea is as follows. We first partition our dataset into a training set and
a test set. The training set is used to train the algorithm normally. However,
at each step of the algorithm, we also compute the loss on the test set. As the
algorithm is being trained, the exponential loss on the training set is guaranteed
to decrease, as well as on the test set. However, at some point, the testing error
will begin to get noticeably worse. When this happens, we revert the classifier
to the form that gave the best test error and discard any subsequent changes.
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