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1 Introduction

1.1 Conditional Models

We assume that the observed variable x is a random sample from an unknown
underlying process, with true distribution p*(x) being unknown. We approxi-
mate this underlying process with a chosen model pg(x), with parameters :

x ~ pg(x).

Learning is the process of searching for a value of the parameters 8 such that
the distribution given by the model pg(x) approximates the true distribution of
the data:

po(x) ~ p*(x).
Usually, we are interested in learning a conditional model pg(y|x) that approx-
imates the underlying conditional distribution p*(y|x).

1.2 Latent Variables and Deep Latent Variable Models

Latent variables are variables that are part of the model, but which we do not
observe, and therefore not part of the dataset. We typically use z to denote
them. Latent space is the collection of latent variables or latent vectors of a
specific set of input data. In short, latent vectors are underlying variables of
data that inform the way the data is distributed but are often not directly
observable.

The term deep latent variable model (DLVM) is used to denote a latent
variable model pg(x,2z), a joint distribution over both the observed variables
x and the latent variables z, whose distributions are parametrized by neural
networks. If the model is conditioned on some context y, then the DLVM will
be pG(Xv Z|Y)'

The marginal distribution over the observed variables, pg(x), is given by

po(x) = / po(x, 2)dz. (1)

This is also called the marginal likelihood or the model evidence of x, when
taken as a function of 6.



1.3 Intractabilities

The marginal distribution of the data under the model is typically intractable.
This is due to the integral in Equation (1) for computing the marginal like-
lihood not having an analytic solution or efficient estimator. Because of this
intractability, we cannot differentiate it with respect to its parameters and then
optimize it.

The intractability of pg(z|x) is related to the intractability of the posterior
distribution pg(z|x). Recall from Bayesian’s rule, we have

_ pe(x,2)
PoleR) = et

Since pg(x,z) is tractable to compute, then a tractable marginal likelihood
pe(x) leads to a tractable posterior pg(z|x), and vice versa. However, both are
intractable in DLVMs, hence VAE (see below for a reason).

1.4 The Architecture of a VAE
Consider a dataset with i.i.d. observations
D={x}Y,, x;cR"

sampled from the distribution pg(x), where N is the number of samples and &
is the number of features. Then for each given x;, we could determine the latent
variable z; € RP, where p < k denotes the latent dimension, by the posterior
distribution pg(z|x = x;). And then for each given latent variable z;, we could
recover X; by the conditional distribution pg(x|z = z;). Therefore, the posterior
distribution pg(z|x) here serves as an encoder while the conditional distribution
po(x|z) serves as a decoder. Finally, using neural networks to learn these two
distributions gives us the variational autoencoder (VAE).

The objective of the generative model (decoder) is to maximize the log-
likelihood of the following:

N
0" = ;
arg max Z pe(xi),
i=1
where

po(x) = /Pa(Xaz)dZ = /pg(x|z)pg(z)dz.

However, to approximate the integral, one needs to sample a large number of
latent vector z, which is intractable in reality.

To turn the VAE’s intractable posterior inference pg(z|x) and learning prob-
lems into tractable problems, a parametric inference model g(z|x) is intro-
duced. This is also called an encoder or recognition model or approximate pos-
terior. We optimize the variational parameters ¢ such that:

4 (2|%) = po(z[x). (2)

A simple schematic of VAE is summarized in Figure 1.
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Figure 1: A simple schematic of a VAE. A VAE learns stochastic mappings
between an observed x-space, whose empirical distribution ¢p(x) is typically
complicated, and a latent z-space, whose (prior) distribution pg(z) can be rela-
tively simple. The generative model (decoder) learns a joint distribution pe(x, z)
that is often (but not always) factorized as pg(x,z) = po(z)pe(x|z).

2 Evidence Lower Bound (ELBO)

2.1 Derivation of Loss Function for VAEs

As we have mentioned before, we would like the approximate posterior g4 (z|x)
to be as close as the true posterior pg(z|x). To meet this objective, we can
minimize the KL divergence (relative entropy) between the two terms. By the

definition of KL divergence,
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Rearranging the last line, we obtain
49 (2|%) )}
po(x,2)
= By, a0 [ 1080 (x12) | — Dict (45 (21) 1o (2)).
(3)

Our optimization purpose is to maximize the LHS of Equation (3), since we

log o (%) — Dict.(a ()] [po (21%)) = Eqy i) 108



want to maximize the log-likelihood log pg(x) and minimize the KL divergence
Dk (q¢(2/x)||pe(2z|x)) at the same time. Since the KL divergence is always
non-negative, then we have

log pg(x) — Dkr (e (2|%)||pe(2z]x)) < logpe(x).

Since pg(x) is also known as evidence, then the RHS of Equation (3) is called
the evidence lower bound (ELBO) or variational lower bound (VLB).
The loss function for VAEs is taken as the negative of ELBO:

Lossvar(x; 6, 9) = —Eq, (2/x) {logpg(x|z)} + Dk1(q¢(2lx)|lpe(z)).  (4)

The first term of Equation (4) is interpreted as the reconstruction error, and
the second term is the regularizer. In other words:

e we need to maximize the expectation of the reconstruction of data points
from the latent vector;

e we need to minimize the divergence between the estimated latent vector
and the true latent vector.

The total loss function is the sum (or average) of individual-datapoint loss func-
tion:

Lossyag(D) = Z Lossvag(x:; 0, @).

x; €D

2.2 An Example of Loss Function

The usual choices for the encoder and decoder are multivariate Gaussian distri-
butions. Let’s assume the following distributions. For the encoder:

4o (2[%) = N (7; pg(x), X (%)),

for the decoder:
po(x|z) = N(x; o (z), Xo(2)),

where pg, g, g, X are arbitrary deterministic functions of the parameters
0, ¢ that can be learned from the data using neural networks. Usually ¥ are
constrained to be diagonal matrices for simplicity.

Let’s assume a standard normal distribution for the prior distribution:

pe(z) = N(0,1),
Then, for each input x;, the first term of the loss function (4) is
Eqy (z1x:) {10gpe(Xi|Z)} = En(zlpos, Sos) {bg-/\/(xz'; Hoi, 291’)}

k 1
= ) log(27r) - §EZ~N[IOg |29i| + (Xi - HGi)TEGi(Xi - Hei) )



where the expectation could be approximated by MC method (see the next
section). We can see that the last term above is a square norm, which can be
interpreted as the reconstruction error.

The second term of (4) for each input x; is

Dxu (g (z[x:)|[pe(2)) = DrL(N (i i) [IN(0, 1))
1
=3 ( —log |Zgi| —p+ Tr(Xg:) + H;Eiucpi).

This regularizer term will make sure that the encoder will not be too far away
from a standard normal distribution.

Summing up all the loss terms from all the input data D, we will get the full
expression for the loss function.

3 Reparametrization Trick

Now we obtained the lower bound of the likelihood function, one could max-
imize the lower bound to maximize the likelihood function Lyag(x;0,¢) =
—Lossyag(x; 0, ¢). Hence, we get the following optimization problem:

N
IB%)XZLVAE(Q é,%;).
=1

To maximize the ELBO, one needs the derivatives VgL and VgL first. Let’s
now compute them.

3.1 Estimate Vy at each individual point

The gradients of the ELBO w.r.t. the generative model parameters @ are simple
to obtain:

VoL(xi;0,0) = Vo, (z)x) {109;199(& z) — log Q¢(Z|X)]
— Eyy )| Vo (log pa(x,2) — log 4o (2]%)) |
=Eq(zx) {Va log pe(x, Z)]

To approximate the expectation from the last line above, one can use the Monte
Carlo (MC) method. The MC estimates of the expectations of some function
f(z) w.r.t. some distribution ¢(z) can be formulated as follows:

By [/(2)] ~ ~

il

L
Z f(zY)  where 2V ~ ¢(z). (5)
=1



3.2 Estimate V4 at each individual point

The gradients w.r.t. the variational parameter ¢ are more difficult to obtain,
as in the ELBO, the expectation is taken w.r.t. the distribution ¢ (z|x), which
is a function of ¢. This would cause the non-commutativity problem between
the gradient operator and the expectation operator.

The trick to solve the problem is to use reparametrization. First, we express
the random variable z ~ ¢4 (z|x) as

z = g(€, ¢, %)

where the distribution of random variable € is independent of x or ¢. Since now
the “randomness” moves from z to €, then the expectations can be rewritten in
terms of e,

Ezwqq«,(z\x) [f(Z)] = ]Eewp(e) [f(Z)]

Now, the expectation and gradient operators become commutative, and we can
form a simple MC estimator:

V¢Eq¢(z\x) [f(Z)] = Vd’Ep(e) [f(Z)}
=Epe[Vef(2)]

and then apply (5) we get an approximation.

4 Neural Networks for the Encoder and Decoder

4.1 Multivariate Bernoulli as Decoder

Let pg(x|z) be a multivariate Bernoulli distribution:

p(z) = N(z;0,1)
p = DecoderNeuralNetg(z)
k

k
log p(x|z) = Zlogp(xﬂz) = Zlog Bernoulli(z;; p;)
j=1

j=1
D

=Y ajlogp; + (1 —z;)log(1 - p))
j=1

where Vp; € p: 0 < p; <1 (e.g. implemented through a sigmoid activation
function as the last layer of the DecoderNeuralNet(.)), and & is the dimension-
ality of x. For example, if DecoderNeuralNet(.) contains only a single hidden
layer, then

P= O'(Wg tanh(le + bl) —+ b2)

with the last output layer being the elementwise sigmoid activation function
o(-), and @ = {W1, Wy, by, by} are the weights and biases of the DecoderNeu-
ralNet(.).



4.2 Factorized Gaussian Posteriors

Consider a simple factorized Gaussian encoder (i.e., the covariant matrix is
diagonal) g4 (z|x) = N (z; p, diag(c?)):

(p,log o) = EncoderNeuralNety (x)
qe(zlx) = HCI¢(Zi|X) = HN(Zi§Ni>Ui2)

After reparameterization, we can write:

e~ N(0,I)
(¢, log o) = EncoderNeuralNet(x)
zZ=pu+oOe

where @ is the element-wise product. For a decoder with factorized multivariate
Gaussian distribution, we have:

x = DecoderNeuralNetg(z)
po(x|z) = N(x; p, diag(c?))
where p = Wytanh(W;z + by) + bg
diag{log c2}*_, = W3 tanh(W1z + by) + bs

where k is the latent dimension and W1, Wy, W3, by, b, bs are the weights
and biases of the neural networks and part of @ when used as decoder.
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